
Today I will be talking about audio analysis, which is still absent of most game 

engines and audio pipelines. And really the goal of this talk is to give you a few 

ideas about what you can achieve with audio analysis and hopefully to make 

you want to experiment with it on your own. 



When I joined Sony a couple of years ago, my first task was to write a short 

report on the technology being used in the studio and what was missing and 

could be improved.  

So I started identifying a few key areas where we could either improve things 

or develop new technologies.  Among them were Procedural Audio because 

we are moving towards more and more real-time generation and 

transformation of assets. There was also Event Modelling which is kind of 

related, better mixing technology, better pipeline for Dialogue and because our 

group was also working on creative prototypes, audioïbased gameplay. 

And it quickly became apparent that all these technologies could benefit from 

another, which could make them a bit smarter, and this was audio analysis and 

it was really the missing link between all of them. 
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So during the next 40 minutes we will quickly see what kind of features you 

can detect and what are the important things to consider while doing so. Then 

we will focus on how it can benefit most areas of game development including 

the ones I just mentioned, and here I regrouped that into 3 categories: Game 

Design, Audio Engines and Sound Tools.  
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First when you mention audio analysis in the game context, you usually think 

about two old friends RMS or root mean Square to detect levels or average 

loudness, and FFT plug-ins to track the spectral output, mostly for debugging 

purposes. Here you can see two common ways to represent a series of 

spectra: the sonogram and the waterfall. 
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But once you have the spectrum of the signal, you can check for a lot of interesting things:  

One of them is the Spectral Flux, which indicates the overall change in spectrum from one 
frame to another.  This can be used for example to detect transients and note onsets. 

Spectral rolloff , spectral centroid, spectral kurtosis or flatness, all describe in a way the shape 
of the spectrum: is it symmetrical, skewed, flaté ? 

Once you know the spectrum, you can also check the level of noisiness or inharmonicity of the 
sound. When classifying instrument sounds, you can check the distribution of even and odd 
harmonics as well.  

 

Itôs also interesting to note that FFT is just one way to detect if frequencies are present in the 
signal. There are alternative methods, depending on what you are trying to achieve. 

If you are more interested in a single frequency, then the Goertzel algorithm will be helpful and 
quicker. Constant Q filter banks are another way to obtain a spectral representation. Wavelets 
will help you deal with the limitations of the FFT (precision in frequency OR time). 
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As you can see there are many analysis methods and features to detect. To do 

this at SCEE we have developed our own audio analysis library. 

It is called AFEX (for Audio Features Extraction) and it is organized in 3 layers: 

low level DSP maths, features extraction, and high-level estimators. 

The two higher levels are extendable by plug-ins, and the system is oriented 

towards game development. 
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AFEX is being used in most of our tools now in one way or another. But the most 
basic tool ōǳƛƭǘ ƻƴ {/99Ωǎ !C9· ǎȅǎǘŜƳ ƛǎ !C9· ¢ƻƻƭΦ  

You can: 

- select a group of wave files 

- specify the analyses to perform, and their parameters  

 -batch-analyse the files 

- export the results towards a game engine as binary data or towards another tool in 
XML. You can also save the results as metadata in the wave files themselves. 
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WaveSurfer is an Open Source tool for sound visualization and manipulation It 

is scriptable and supports plug-ins. WaveSurfer is being developed at the 

Centre for Speech Technology at KTH in Stockholm. 

Sonic Visualiser: developed at the Centre for Digital Music, Queen Mary, 

University of London. It uses Vamp plug-ins so you can extend it as well. 

Praat, developed first for speech but is a good starting  point to other analysis. 

Developed at Institute of Phonetics Sciences of the University of Amsterdam 

Octave is the freeware version of Matlab, although itôs a bit more geeky than 

the other tools. 

Whatôs important here is that all these tools are free and can be extended. 

A lot of these tools have been developed first with either voice or music in 

mind but are interesting for sfx also. 
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The Echo Nest is a music intelligence company founded by Tristan Jehan and 

Brian Whitman, who met at the MIT Media Lab while they were both getting 

their PhDs in music understanding and synthesis research. Their API to 

analyze music is very good. You can test it on the web, where you upload a 

track and it will return an XML file with a lot of information (beat, harmony 

etcé). If you are working on a music game, you should definitely be looking at 

it. 

JAudio as the name implies is a Java-based audio library (from the McGill 

University in Montreal). It includes some nice analysis functions. 

libExtract is an open source C library which is interesting because the author 

implemented a number features described in research papers. 

FEAPI is c/c++ as well. It stands for Feature Extraction API. There is not much 

in there in terms of analysis actually, but it has a good plug-in architecture for 

feature extraction. 
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Getting the relevant part of the data: itôs not only about removing silence. For 

example if you want to do modal analysis, you need to do it on a part of the 

signal where the resonant modes are relatively stable. 
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Of course once you have all these features in vectors for each frame, you end 

up with a lot of data to take your decision, and it takes a lot of time and 

memory to process. 

This data can also be redundant, hence the importance of data reduction 

techniques such as PCA. 

 

For the non-programmers: 

HMM = Hidden Markov Model 

GMM = Gaussian Mixture Model 

SOM = self-organizing maps 
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Itôs all good but for what reason would you want to use all these analyses?  

Here I will just list a couple of examples of gameplay using audio analysis. 
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An obvious first application of audio analysis is Singing games with pitch 
detection.  

There are a lot of methods using just FFT or autocorrelation etcé  

And of course you can go a bit further than just detecting the pitch and start 
checking for tremolo, vibrato in the voiceé 
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AudioSurf is a racing game. The track visually mimics the music the player 
chooses, while the player races across several lanes collecting coloured 
blocks that appear in sync with the music. Then there is Beat Hazard. This one 
is a shoot them up. The power of the player's weapons depends on the 
intensity of the music, which also define the frequency of appearance of 
enemies, the frequency of their firing upon the player, and the timing and 
frequency of bosses appearances.  

Actually these games pretty much just do  a FFT and group the bands 
together. But you could do a lot more with  something like EchoNest which 
gives you the key , tempo, the type of instrument playing etcé 

As you know there are a lot of dancing games coming out this year. We could 
imagine a dancing game that analyses the playerôs own music and creates 
moves on the fly. This is actually not very hard since dancing moves are based 
on the beats and we have technology to perform beat detection already. 
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Another obvious example of audio analysis being used more in more in games 

is voice recognition. 

Sonyôs own SingStar already allows that, which is great because after all you 

already have microphone in your hand, not a controller. 

This is the voice control setting screen, and one example of music selection 

using your voice. 

Even with a very limited vocabulary, you can do interesting things e.g. Voice 

Calculation in Brain Age. 
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Lost In Blue is a game I worked on for Konami. Thatôs an interesting example 

because it shows also how audio analysis can be part of a more complex 

gimmick, here moving the stylus in rhythm and blowing to start a fire. 

Other example of game in which you are blowing into the microphone: Mario Kart DS 
Balloon Battle 
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In the future, with the development of social gaming we can expect more sound 
classification applications. 

You can imagine games ǎǳŎƘ ŀǎ .ǳȊȊ ƻǊ ¢±{ ƭƛǎǘŜƴƛƴƎ Ŏƻƴǘƛƴǳƻǳǎƭȅ ǘƻ ǿƘŀǘΩǎ 
happening in the living room and engaging the players when a usual sound is 
recognized όǇƘƻƴŜΣ ǇŜǘΣ ǘŜŀ ƪŜǘǘƭŜΣ ǎƻƳŜƻƴŜ ǎƴŜŜȊƛƴƎ ŜǘŎΧύ 
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As you can see there are a lot of opportunities with audio analysis in 

gameplay. Ok, letôs switch to audio engines now. 
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One can imagine a system described by this picture. Itôs just an example, there 

are many other things you can do. 

On the tool side you analyse the samples. This is done offline and does not 

have any impact on the game run-time. When you export the data towards the 

game, spectral information is stored as well, as metadata for example.  

The audio engine maintains a frequency-domain representation of the audio 

output of the game, that we will call here the spectral matrix. 

Whenever new commands arrive to the audio engine , it can check the assets 

and this matrix to make spectrally-informed decisions. 

This opens the door to a lot of very exciting things like perceptual voice 

management, audio shaders, and dynamic mixing for example. 

(Obviously you can also do some of it by just having one or more FFT plug-ins 

on your busses, however thatôs not really a solution for handhelds)   
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Here is a bigger view of what the spectral matrix could look like. The X axis 

represents the stereo field. Of course you can extend that to 5.1 if needed. 

The y-axis corresponds to the frequency bands (here you want of course to 

use a logarithmic scale). And the different colours represent the different 

levels. 

Of course the whole system is scalable since you can choose the number of 

columns and row in the matrix. 
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The game engine asks the audio engine to trigger a given number of sound 

effects. 

If only one voice is available, the audio engine will choose the voice which is 

the most interesting for the mix by comparing the spectral information of the 

candidates with the spectral matrix. 

For example if a lot of sounds with very low frequency components are present 

on the left channel, and there is a choice between truck engine and a high-

pitched alarm sound effect, the engine will choose the alarm. This can be used 

in addition to regular voice management methods (priorities, rejecting new 

voices, stopping oldest or quietest voices etcé) 

Once the audio engine has chosen the sound to play, it triggers it and updates 

the audio matrix. 
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The game engine sends volume updates / mix snapshots recalls to the audio 

engine. 

The audio engine compares the state of the spectral matrix to spectral mix 

targets and adjust the mix if needed. Once done, it also updates the spectral 

matrix. 
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You can also have audio shaders (effects) dependent on the sound assets. 

Examples: underwater, cartoon effects which are applied only to sounds with low 
ŦǊŜǉǳŜƴŎȅ ŎƻƳǇƻƴŜƴǘǎ ŜǘŎΧ 

The game engine sends the commands to apply the effects and the audio engine 
checks the spectral information of the playing assets and optionally the content of 
the spectral matrix. It then makes an informed decision to whether it should apply 
the effect to a sound or not. 
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Ok now we will talk about what audio analysis can bring to the tools , and itôs 

really one area where we can win a lot in terms of productivity and help with 

creativity. 

 

30 



Whatôs one of the most basic things you are doing while implementing sound 
effects? Itôs selecting a sampleé  

What you get usually is a list of names and if you are lucky format info and an auto-
play feature. 

For example here you can see the windows used to open a file in Protools and 
SoundForge. 

Now ǘƘŀǘΩǎ ǾŜǊȅ ƎƻƻŘ ǿƘŜƴ ȅƻǳ ƘŀǾŜ р ǎŀƳǇƭŜǎΣ ōǳǘ ǿƘŀǘ ƛŦ ȅƻǳ ŀǊŜ ƭƻƻƪƛƴƎ ǘƘŜ 
perfect animal growl among two hundreds of them. 

You will have to click on all of them before being able to take a decision or find 

what you were looking for. 
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A solution is to display the waveforms and colour-coded audio features over 

them. 

Here you can see an example done with AFEX with the pitch information 

displayed (but it could be the spectral flux or any other feature of interest). 

The palette goes from dark blue for low pitch to yellow / white for high pitch. 

Therefore itôs very easy just by looking at your whole folder to find a sound that 

corresponds to what you are looking for.  You can see the variations in pitch as 

well, so if you are looking for a sample that starts with a high pitch and finishes 

with a very low one, you can find it almost instantly, without having to play 

these 200 sample filesé  
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